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ABSTRACT 

Introduction: Widely known and freely accessible natural language models stand 
out for their simplified interfaces and their widespread use in daily practice by 
professionals and lay users alike, generating rapid responses based on large volumes 
of data. However, a limitation is that they also mine grey literature data. In this work, 
we evaluated the performance of three AI models (ChatGPT, Copilot, and Gemini) in 
solving simulated clinical questions, considering three domains: consistency, safety, 
and clarity of responses. Method: This exploratory, descriptive, and comparative 
study included 15 simulated clinical questions, categorized by level of difficulty (low, 
moderate, and high complexity). Each AI responded to the same questions, and 
scores were assigned by expert evaluators across the three domains of interest. 
Results: Overall, there were no statistically significant differences among the three 
models regarding consistency, safety, or clarity (p > 0.05), indicating equivalent general 
performance. All models performed better on low-complexity questions, with highlights 
for Copilot (87.5% consistency) and ChatGPT (100% safety). In moderate-complexity 
questions, Copilot achieved the best results (80.95% consistency, 88.10% safety, 
and 82.54% clarity). However, statistical analysis confirmed that question complexity 
significantly impacted the Safety domain (p = 0.0028). When the questions progressed 
from low to high difficulty, the ability of the AIs to provide safe responses plummeted 
significantly. In high-complexity questions, performance declined markedly, especially 
for ChatGPT (50% consistency and 54.17% safety). Gemini showed greater stability in 
this group, with 66.67% consistency, 70.83% safety, and 83.33% clarity. Copilot was 
the only AI to provide a completely correct answer in one high-complexity question. 
Conclusion: We corroborate that AI can be an ally to the clinical pharmacist, especially 
as technical support for standardized interventions. However, the statistically proven 
safety risks in highly complex scenarios reinforce that it does not replace the critical 
and interpretive role of the human professional. The use of these tools should be 
considered complementary to clinical reasoning.
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INTRODUCTION

The role of artificial intelligence (AI), particularly in advancing personalized 
medicine, cannot be underestimated. AI has shown promise by offering features 
such as personalized reminders, analysis of large datasets, and digital tools 
centered on patient care, which enhance medication safety, especially through 
the automation of repetitive tasks. However, important barriers remain to its 
full adoption, including regulatory challenges, data privacy concerns, and the 
need for continuous ethical oversight1.

Natural language models, such as ChatGPT, represent a relevant 
frontier of this technology, offering coherent textual responses with potential 
applications in clinical practice2,3. Kiyomiya et al.4 recently demonstrated that 
a customized version of ChatGPT was able to provide medication guidance 
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to patients with high concordance with clinical 
guidelines, highlighting the potential of AI to assist 
pharmacists in communication and counseling tasks, 
as it optimizes the collection and analysis of clinical 
data while freeing professionals to focus on more 
complex decisions that cannot be automated5. In 
addition to simple tasks, AI may also contribute to 
the prevention of adverse events and, consequently, 
promote greater safety in clinical practice6,7. This is 
especially relevant in hospital settings, where the 
time available for decision-making is limited and the 
demand for rapid guidance is constant.

The application of AI in clinical pharmacy practice 
also extends to support for pharmacovigilance, 
screening for drug interactions, and analysis of 
patient histories to improve therapeutic protocols, 
as these tools facilitate the generation of real-time 
evidence8,9. In the scientific literature, the potential 
of these tools is discussed as support for improving 
clinical outcomes and the integrated management of 
medication therapy, especially in hospital settings10.

Despite these advances, there are still controversies 
regarding the potential of AI to replace human 
clinical reasoning. Although AI models are effective 
in information retrieval, they present limitations when 
faced with complex clinical contexts, as these scenarios 
require adaptive judgment, ethical considerations, 
and prioritization skills3. In this context, AI should 
be regarded as a complementary tool that requires 
critical oversight, appropriate training, and well-
established supervision protocols11,12. Furthermore, 
its use in clinical practice must be accompanied by 
careful professional supervision, considering the 
ethical risks involved, the protection of sensitive 
data, and the impacts on autonomy in care-related 
decision-making1,13.

Widely known and freely accessible natural 
language models, such as ChatGPT (OpenAI), Copilot 
(Microsoft), and Gemini (Google DeepMind), stand 
out due to their simplified interfaces and widespread 
everyday use by both healthcare professionals and 
the general public, generating rapid responses based 
on large volumes of data, with the drawback that they 
also mine information from grey literature. However, 
it remains under debate whether these technologies 
are capable of replacing human clinical reasoning, 

which involves not only technical knowledge but also 
contextual interpretation and ethical judgment. In this 
scenario, the present study aimed to comparatively 
evaluate the consistency, safety, and clarity of 
responses provided by different AI systems to clinical 
questions of varying complexity applicable to hospital 
practice, contrasting their performance with standards 
of excellence based on the scientific literature.

METHODS

Study Design and Scenario Simulation
This is an exploratory, descriptive, and comparative 

study with a quantitative approach, conducted through 
the simulation of clinical scenarios applicable to 
hospital clinical pharmacy practice.

The study evaluated the performance of three 
open-access AI models regarding their ability to provide 
objective, safe, and clinically applicable guidance for 
the routine activities of a multidisciplinary hospital 
team. The analysis was based on 15 simulated 
clinical questions (Table 1), developed from real-world 
pharmaceutical practice scenarios involving topics 
such as safe medication administration, emergency 
interventions, and monitoring of adverse events. 
The questions were based on recurrent situations 
encountered in the authors’ hospital clinical practice, 
covering different levels of complexity and clinical 
decision-making.

The number of questions (n = 15) was chosen 
to avoid redundancy and preserve the clarity of the 
study. A larger number of questions could introduce 
reader fatigue and hinder comparative analysis 
among the models. The difficulty level was determined 
pragmatically, considering the frequency, urgency, 
and degree of clinical reasoning required in each 
situation, similarly to real clinical practice. Low-
difficulty questions involved direct administration 
guidance and simple compatibility issues, whereas 
medium-difficulty questions required interpretation 
of clinical signs or adjustment of conduct according 
to patient characteristics. High-difficulty questions 
demanded more complex clinical judgment, such as 
interventions for severe adverse effects or decision-
making in critical care contexts. 

Table 1: Classification of the questions according to difficulty level, clinical justification, and source of evidence.

No. Question Difficulty 
Level Justification

1

The patient has a single venous line receiving Lactated Ringer’s solution 
via continuous infusion pump. Considering the prescription of ceftriaxone 
diluted in 0.9% saline with a final concentration of 10 mg/mL, is it safe to 
administer both medications simultaneously through a Y-site?

Low Well-documented chemical 
incompatibility14,15.

Continues...
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No. Question Difficulty 
Level Justification

2

Considering that the patient has fragile venous access and no viable 
vascular access conditions, and dipyrone 1 g/2 mL was prescribed for 
intravenous bolus administration, is it safe and feasible to administer 
the medication through another route, such as hypodermoclysis or 
intramuscular injection?

Medium
Evaluation of an alternative 
route of administration 
requires clinical judgment16.

3 Considering the prescription of a polarizing solution with insulin diluted in 50% 
glucose, what is the appropriate conduct for glycemic control in this patient? Low Basic glycemic control with 

standard monitoring17.

4
Considering the prescription of meropenem diluted in 0.9% saline and 
polymyxin diluted in 5% glucose for administration at the same time, is it 
safe to administer them through the same lumen of the venous line?

Low Antibiotic compatibility is 
well-established knowledge18.

5
Given the request for oral vancomycin for the treatment of 
pseudomembranous colitis, and considering that the oral formulation 
is not available in Brazil, is it possible to dispense the vancomycin vial 
originally intended for parenteral administration for oral use?

Low Oral use of vancomycin is an 
established practice19.

6
Considering a patient prescribed injectable omeprazole during fasting at 
6:00 a.m., is it possible, for greater comfort, to recommend administration 
upon awakening (8:00 a.m.) or even at noon?

Medium
Evaluation of fasting 
status and adjustment of 
administration schedules20.

7

Considering an elderly patient receiving a hyperproteic and hypercaloric 
enteral diet via enteral feeding tube, with Parkinson’s disease, 
hypertension, and use of levofloxacin, levodopa, atenolol, thiamine, and 
sodium picosulfate, are there significant interactions between dietary 
nutrients and the medications that may impact treatment efficacy?

Medium
Nutritional impact on 
medications requires more 
detailed analysis21.

8
Considering a 40-year-old male patient with hypertension, dysphagia, and 
recent gastrostomy, which beta-blocker would be most appropriate for this 
patient, taking into account the need for adaptation to enteral administration?

Medium
Selection of a beta-
blocker considering enteral 
administration route22.

9

Considering a 50-year-old female patient with previous use of 
levonorgestrel, sertraline, and captopril, hospitalized for hypertensive 
crisis with complications and receiving prednisone to treat a persistent dry 
cough without improvement, while physiotherapy evaluations revealed no 
mucus secretion, is there a possibility that the cough is drug-induced?

Medium

The relationship between 
cough and adverse effects of 
angiotensin-converting enzyme 
inhibitors (ACE inhibitors) 
requires clinical experience23.

10

Considering a patient with pulmonary sepsis receiving intravenous 
daptomycin and oral sulfamethoxazole-trimethoprim, without clinical 
improvement on the fourth day, is there any possible pharmaceutical 
intervention that could optimize the therapeutic response or identify 
potential causes of treatment failure?

High
Therapeutic intervention 
in infectious treatment 
failure requires advanced 
clinical reasoning24.

11

Considering a patient receiving midazolam and fentanyl diluted in 0.9% 
saline, norepinephrine diluted in 0.9% saline, and polymyxin diluted in 5% 
glucose, with a double-lumen catheter in the right subclavian vein and one 
venous line in the left basilic vein, what would be the best suggestion for 
simultaneous administration of these medications?

High
Management of multiple 
drugs through simultaneous 
lumens is complex25,26.

12
Considering a patient undergoing sustained low-efficiency dialysis 
(SLED), receiving vancomycin and amikacin at the same scheduled 
time, what guidance should be provided to the healthcare team to ensure 
effective administration of these medications?

High
Adjustment of antibiotics 
in dialysis patients is 
highly complex27.

13
Considering a Black diabetic patient with sickle cell anemia admitted to the 
ICU for treatment of diabetic ketoacidosis, with HbA1c of 5.1%, and receiving 
regular insulin, NPH insulin, fosfomycin, and clonazepam, what pharmaceutical 
intervention could be performed to optimize or contribute to glycemic control?

High
Glycemic control in sickle 
cell anemia requires 
specific knowledge28.

14

Considering a patient with dysphagia, admitted to the ICU under 
mechanical ventilation and with opioid-related constipation, and considering 
that bisacodyl tablets, sodium picosulfate, mannitol, and mineral oil are 
available in the institution, which of these laxatives could be recommended 
with the lowest risk, considering the patient’s clinical condition?

Medium Safe evaluation of laxatives 
in critically ill patients29.

15
Considering a patient with anticipated discharge, receiving enteral nutrition via 
feeding tube, requiring potassium replacement with potassium chloride, and 
with the hospital options being tablets, oral solution, or parenteral solution, 
which of these administration forms presents the lowest risk for the patient?

Medium
Selection of potassium 
formulation for enteral tubes 
involves moderate clinical risk30.

Legend: SNE (nasoenteric tube); ICU (intensive care unit); NPH (Neutral Protamine Hagedorn insulin); 5% glucose solution; 0.9% saline 
solution; Y-site (simultaneous “Y” administration); SLED (Sustained Low-Efficiency Dialysis).

Table 1: Continuation.
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AI Models and Standardized Prompts
The following natural language models were 

included in the analysis: ChatGPT (OpenAI, GPT-4.1 
mini version; available at https://openai.com/chatgpt), 
Copilot (Microsoft, Redmond, WA; available at https://
copilot.microsoft.com/), and Gemini (Google, 2.0 Flash 
model; available at https://gemini.google.com/app). 
All models were accessed free of charge, without 
customizations or additional interventions, in order 
to ensure representativeness of their spontaneous 
use by healthcare professionals.

The 15 questions developed encompassed 
different levels of clinical difficulty, aiming to evaluate 
the performance of the AI models in both simple 
situations and contexts requiring more advanced 
clinical reasoning. All interactions with the models 
were conducted on the same day (June 24, 2025) in 
order to avoid temporal bias associated with system 
updates or momentary variations in algorithmic 
performance. The prompt used in all interactions 
was standardized as follows: “Respond as a hospital 
clinical pharmacist focused on providing guidance 
to the multidisciplinary patient care team. Be brief, 
technical, practical, and direct to the point. Imagine 
they are urgently waiting on the phone or through a text 
message. Use short sentences and clear language, 
without jargon. Prioritize safe medication administration 
and immediate actions applicable to clinical routine.” 
The clinical question was then provided.

2.3 Evaluation Criteria
Acting as an expert panel31, three clinical 

pharmacists with hospital experience (mean of 
6.3 years practicing as hospital clinical pharmacists) 
subsequently evaluated the obtained responses. 
They independently assigned scores based on three 
main criteria: consistency, impact on patient safety, 
and clarity of the generated information, even when 
incorrect. The evaluation process was conducted in a 
blinded manner; the evaluators did not know which AI 
model generated each response, thereby preventing 
confirmation bias. According to a three-point Likert 
scale, consistency was measured based strictly on 
the professional and clinical experience of the expert 
panel, evaluating the practical applicability of the 
responses in an urgent real-world scenario, rather 
than systematically comparing the outputs against 
answer keys or standardized medical databases.

According to a three-point Likert scale, consistency 
was measured by comparing the AI-generated 
responses with answer keys developed from the 
scientific literature and established clinical protocols. 
For each item, 2 points were assigned to completely 
correct responses, 1 point to partially correct 
responses, and 0 points to incorrect responses or 

those with potential risk (possibility of clinical harm 
to the patient or unsafe practice if followed literally). 
Safety was evaluated according to the potential impact 
of the guidance on patient integrity, considering 
international patient safety guidelines. Responses 
classified as safe and adherent to best practices 
received 2 points; those presenting mild risk or 
potential for operational error received 1 point; and 
responses associated with moderate or severe risk 
received 0 points. Clarity was assessed considering 
criteria such as objectivity, accessible language, 
and direct connection to the question presented. 
Responses classified as confusing received 1 point; 
clear responses, 2 points; and very clear responses, 
3 points. The data were organized and structured 
using Python (version 3.10), specifically utilizing the 
Pandas and NumPy libraries32-34, and the final mean 
score was calculated based on the evaluations of 
the three reviewers.

Statistical Analysis
All statistical analyses and data visualizations 

were performed using the Python programming 
language (version 3.10), leveraging its specialized 
scientific computing packages. Data manipulation 
and structuring were conducted using Pandas 
(version 2.0)33 and NumPy (version 1.24)32. Non-
parametric inference tests, post-hoc procedures, and 
binary proportion tests were computed using SciPy 
(version 1.10)35 and Statsmodels (version 0.14)34.

All evaluations were executed considering 
the individual ratings assigned by the three 
independent clinical pharmacists, totaling 45 
evaluations per domain across 15 questions. Due 
to the ordinal nature of the Likert scales applied 
and the non-normal distribution of the scores, 
confirmed via Shapiro-Wilk test, non-parametric 
statistical methods were employed. To compare 
the overall continuous average scores among the 
three AI models across the evaluated domains of 
consistency, safety, and clarity, the Friedman test 
for paired samples was utilized. Effect sizes for the 
Friedman tests were estimated using Kendall’s W. 
Post-hoc pairwise comparisons between models 
were conducted using the Wilcoxon signed-rank 
test with Bonferroni correction applied to adjust 
p-values for multiple comparisons.

For the binary outcome evaluation, represented 
by the proportion of completely correct responses 
assigned a score of 2 in consistency, model performance 
was compared using Cochran’s Q test, followed 
by post-hoc paired McNemar tests with Bonferroni 
adjustment. Differences in model performance across 
question difficulty levels (Low, Medium, and High) 
were evaluated using the Kruskal-Wallis H test on 
pooled data. Epsilon-squared was calculated as the 
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metric for effect size. Post-hoc pairwise comparisons 
between complexity subgroups were performed using 
Dunn’s test with Bonferroni adjustment. Inter-rater 
reliability among the three clinical pharmacists was 
evaluated using a two-way random-effects, absolute 
agreement, average-measures Intraclass Correlation 
Coefficient [ICC(2,3)], calculated via the Pingouin 
(version 0.5) package36. Reliability values were 
interpreted based on standard threshold criteria37: 
poor (<0.50), moderate (0.50-0.75), good (0.75-
0.90), and excellent (>0.90). A two-tailed p-value 
<0.05 was considered statistically significant for all 
primary analyses.

RESULTS

Table 2 presents the mean performance results 
of the three AI models across the evaluated 
domains: mean consistency, safety, and clarity. 
A detailed description of the questions and their 
respective AI-generated responses is available 
in the supplementary material. Overall, Copilot 
demonstrated the best mean performance in 
consistency (76.67%), outperforming Gemini (71.11%) 
and ChatGPT (66.67%). In terms of safety, Gemini 
achieved the highest score (83.33%), followed by 
Copilot (82.22%) and ChatGPT (77.78%). Regarding 
clarity, Gemini obtained 82.96%, compared with 
80.00% for ChatGPT and 77.78% for Copilot. 
Prior to comparative analyses, inter-rater reliability 
among the three clinical pharmacists was evaluated, 
yielding good agreement for consistency (ICC = 
0.834), moderate agreement for safety (ICC = 
0.714), and poor-to-moderate agreement for clarity 
(ICC = 0.483). Despite the descriptive numerical 
variations among the AI tools, the Friedman test 
revealed no statistically significant differences 
in continuous median scores for consistency 
(χ²(2) = 0.514, p = 0.773, W = 0.017), safety 
(χ²(2) = 1.143, p = 0.565, W = 0.038), or clarity 
(χ²(2) = 1.056, p = 0.590, W = 0.035). Post-hoc 
pairwise comparisons confirmed that the models 
performed equivalently across all domains within 
this sample size (pbonf > 0.05).

Table 2: Comparative performance of artificial intelligence 
models in solving simulated clinical questions.

AI Model Mean 
Consistency (%) Safety (%) Clarity (%)

ChatGPT 66.67 77.78 80.00

Copilot 76.67 82.22 77.78

Gemini 71.11 83.33 82.96

When the data were analyzed according to 
difficulty level (Figure 1), it was observed that for 
low-complexity questions, all models provided safe 
and clear responses, with Copilot standing out 
in consistency (87.5%) and ChatGPT achieving 
100% in safety. For medium-difficulty questions, 
Copilot maintained the best performance (80.95% 
consistency, 88.10% safety, and 82.54% clarity). In 
the group of high-complexity questions, there was 
a marked decline in performance indices. ChatGPT 
showed the lowest performance, with 50% consistency 
and 54.17% safety. Gemini demonstrated 66.67% 
consistency, 70.83% safety, and 83.33% clarity, 
maintaining the best overall performance within this 
group. Figure 1 illustrates these variations among 
the AI models according to the degree of difficulty, 
visually highlighting the decline in performance as 
the questions required greater clinical reasoning 
capacity. Statistical analysis confirmed that question 
complexity significantly impacted model performance 
in the safety domain (H(2) = 11.735, p = 0.0028, 
ε² = 0.232). Dunn’s post-hoc test demonstrated a 
statistically significant drop in safety when moving 
from low to high complexity questions (pbonf = 0.0021), 
with a trend toward reduction between medium and 
high complexity (pbonf = 0.064). Variations across 
complexity levels were not statistically significant for 
consistency (H(2) = 5.895, p = 0.053, ε² = 0.093) or 
clarity (H(2) = 3.910, p = 0.142, ε² = 0.045).

Table 3 presents the distribution of completely 
correct responses (maximum consistency score: 
2 points) according to AI model and difficulty level. 
This criterion represents responses fully aligned 
with the scientific literature and, consequently, 
with pharmaceutical practices recognized as the 
gold standard. Copilot was the only AI model that 
generated a completely correct response for a high-
complexity question, specifically Question 13, which 
addressed the interpretation of glycated hemoglobin 
(HbA1c) in a patient with sickle cell anemia and 
diabetic ketoacidosis. However, when evaluating the 
overall proportion of completely correct responses, 
Cochran’s Q test showed no statistically significant 
differences among the three models (Q = 3.600, 
df = 2, p = 0.165; McNemar post-hoc pbonf > 0.05).

Table 3: Total number of completely correct responses 
according to difficulty level and AI model.

AI Model Low 
(n = 4)

Medium 
(n = 7)

High 
(n = 4)

Total 
(n/15)

ChatGPT 2 2 0 4

Copilot 3 3 1 7

Gemini 2 2 0 4



Moura et al.

http://seer.ufrgs.br/hcpaClin Biomed Res 2026;466

Figure 1: Mean performance of artificial intelligence systems according to the level of difficulty of the simulated clinical 
questions, based on consistency, safety, and clarity.

DISCUSSION

The results suggest that, although the models 
are reasonably effective for direct and routine clinical 
guidance, their limitations become evident in more 
complex scenarios, particularly regarding safety and 

clinical consistency, as well as in situations requiring 
clinical reasoning beyond previously acquired 
knowledge. The lower performance of the models 
in high-complexity questions indicates a current 
limitation of these tools for tasks demanding adaptive 
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reasoning and application to specific clinical contexts, 
even when they demonstrate good performance in 
low- or medium-complexity questions. 

AI-based language models have the potential to 
support pharmaceutical practice, but are not capable 
of replacing human clinical reasoning. Although tools 
such as ChatGPT, Copilot, and Gemini demonstrated 
satisfactory performance in terms of clarity and 
safety, the consistency of their responses proved to 
be strongly dependent on the level of complexity of 
the proposed question. This finding is consistent with 
the observations of Huang et al.3, who highlighted 
limitations of AI models in scenarios requiring adaptive 
clinical judgment. In the present study, we observed 
that the evaluated AI systems demonstrated distinct 
performances regarding consistency, safety, and 
clarity, with Copilot standing out by achieving the 
highest number of completely correct responses 
and the highest mean consistency. These findings 
indicate that AI performance varies according to the 
level of complexity.

In low-complexity questions, the tools demonstrated 
high consistency (mean values of 66.7% for ChatGPT, 
76.7% for Copilot, and 69% for Gemini), with low 
associated risk and clear language. Cases such 
as the simultaneous administration of ceftriaxone 
and Lactated Ringer’s solution, the oral use of 
vancomycin in pseudomembranous colitis, and blood 
glucose monitoring after glucose infusion exemplify 
this satisfactory technical performance. This pattern 
suggests that AI systems provide adequate support 
when clinical protocols are well established and there 
is less need for contextual interpretation10. 

On the other hand, as the level of question 
difficulty increases, there is a progressive decline 
in the consistency of the responses. In these 
cases, it is necessary to integrate multiple clinical 
variables, recognize laboratory limitations in 
specific populations, and perform therapeutic 
considerations based on advanced clinical judgment. 
The failure of AI systems to provide complete or 
appropriately directed responses in these contexts 
suggests an important limitation in their capacity 
for generalization and adaptive reasoning13. When 
the algorithm encounters questions that go beyond 
predictable patterns or require balancing multiple 
risks, it tends to adopt an excessively conservative 
or generic approach, precisely to avoid potential 
harm. However, this behavior may compromise the 
problem-solving capacity of the response. This can 
be considered beneficial in the context of hospital 
practice, especially when guiding multidisciplinary 
healthcare teams, as it helps prevent immediate 
errors. On the other hand, excessive caution may 
also limit the proposal of valid therapeutic alternatives 
that an experienced professional would be able to 
contextualize and apply safely. 

Furthermore, the use of clear, technical, and 
specific commands proved to be decisive for the 
quality of the responses. During the data collection 
process, it was observed that generic or excessively 
conservative responses were frequently associated 
with less objective prompts. This finding indicates 
that prompt formulation plays a critical role in AI 
performance and may significantly increase or reduce 
clinical risk. Therefore, the perspective of safe and 
effective use of these tools in clinical pharmacy should 
consider standardized protocols for interaction with 
language models. 

AI can be an ally for the clinical pharmacist, especially 
as a technical support tool for standardized clinical 
conduct. However, it does not replace the critical 
and interpretative role of the human professional. AI, 
in turn, remains incapable of personalizing clinical 
conduct. Therefore, the integration of AI into hospital 
pharmaceutical practice should be approached with 
caution, supervised by qualified professionals, and 
limited to scenarios in which its role as a support tool 
is considered safe. In settings such as intensive care, 
where adaptive clinical reasoning is essential, its 
application should be restricted to support functions 
and never to replacement of professional judgment.

The classification of the questions in this study into 
low-, medium-, and high-complexity levels was based 
on professional experience and clinical judgment. 
However, it is recognized that this categorization 
is not absolute: a seemingly simple question may 
be challenging for a less experienced professional, 
whereas a question considered complex may be 
routine for another with greater technical expertise. 
This relativity leads to a fundamental provocation: 
who determines what is complex for an AI system? 
No matter how extensively trained it may be, it still 
depends on human-defined parameters to determine 
what constitutes nuance, exception, or context. If we 
were facing a system supposedly ready to operate 
autonomously, would we, as healthcare institutions, 
also be prepared to assume responsibility for its 
actions? Are we discussing a safe innovation or a 
disguised risk? Who should be held accountable for 
conduct suggested by AI? 

A limitation of this study is the method used to 
evaluate the AI-generated responses. The assignment 
of scores relied entirely on the empirical clinical 
experience and professional judgment of the expert 
panel, without the concurrent use of standardized 
scientific databases or specific institutional protocols 
(such as UpToDate, Micromedex, or Trissel’s) to validate 
the answers during the review process. Consequently, 
the evaluation reflects a real-world, human-based 
clinical interpretation of the AI outputs, which carries 
inherent subjectivity. Future studies should consider 
establishing strict analytical frameworks comparing AI 
outputs directly against gold-standard pharmaceutical 
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databases to provide a more objective validation of 
algorithmic accuracy. Thus, while recognizing these 
methodological limitations of this study, including the 
aforementioned evaluation method, small sample size 
(n = 15) which constrained the statistical power to 
detect significant performance differences among the 
models, as well as the lower inter-rater agreement 
for the ‘clarity’ criterion, we reinforce that this study it 
fulfills an important initial role: to stimulate discussions 
that go beyond technical performance and address 
questions of institutional maturity regarding the use 
of AI systems in healthcare. 

CONCLUSION

Open-access AI models demonstrate reliable 
performance in low and medium complexity tasks, but 
show a significant decline in consistency and safety in 
highly complex scenarios. Therefore, AI may serve as 
a supportive tool in clinical practice under professional 
supervision, but it cannot replace critical judgment 

and human interpretative capacity. Although Copilot 
achieved higher numerical consistency, the models 
performed equivalently overall without statistically 
significant differences.  René Descartes once wrote, 
“Cogito, ergo sum” (“I think, therefore I am”). In clinical 
practice, existence itself becomes part of judgment. 
The ability to care emerges not only from processing 
information, but from the human capacity to interpret 
uncertainty and, above all, to assume responsibility 
for decisions that affect another life.

Use of generative AI and AI-assisted 
technologies

This study used AI models both as the central 
object of investigation and as a supportive tool for 
idea systematization. Perplexity AI was used to 
assist with the English language review. However, 
the critical interpretation of the results, comparative 
analysis, and final manuscript writing were conducted 
by the authors, preserving scientific rigor and 
academic responsibility.
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